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1. Introduction 
Civil engineering infrastructures, such as bridges, buildings, pavements, and tunnels, are prone to 

structural cracks, which pose serious safety hazards. Early identification of these cracks is essential to 
avoid devastating failures and expensive maintenance [1]. As urban growth intensifies, structures are 
subjected to greater loading conditions and environmental factors, accelerating structural degradation 
[2]. A study by Li et al. [3] indicates that 60% of in-service buildings already suffer from varying forms of 
cracks, underscoring an urgent need for effective crack detection and segmentation methods. 

Cracks represent the initial signs of structural degradation. Traditional crack inspection methods 
remain largely manual, time-consuming, and prone to human error. Conventional image processing tech-
niques often struggle with complex backgrounds, varying illumination, hairline cracks, and noisy surface 
textures, particularly in hazardous environments [4]. Moreover, traditional non-destructive evaluation 
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Abstract: Earlier cracks identification is very crucial in structural building 
maintenance as it is the main signifier of building deterioration. Manual in-
spection processes are slow, expensive and can be easily compromised by hu-
man error. Though the You Only Look Once version 8 (YOLOv8) has emerged 
as a powerful framework for automated crack detection, it faces limitations in 
accurately detecting small, irregularly shaped, and partially obscured cracks 
due to feature loss in deeper network layers and insufficient pixel-level preci-
sion. This study addresses these limitations by strategically integrating five at-
tention mechanisms into YOLOv8's architecture: Convolutional Block Atten-
tion Module (CBAM), Efficient Channel Attention (ECA), Selective Kernel At-
tention (SKA), Shuffle Attention, and Global Attention Mechanism. The atten-
tion modules were placed at critical positions within the backbone and neck 
regions to enhance feature representation without compromising computa-
tional efficiency. Using a comprehensive dataset of 13,169 building crack im-
ages with 19,386 annotations, each attention-enhanced variant was trained and 
evaluated against the baseline YOLOv8 model. Results demonstrate consistent 
improvements across all attention mechanisms. CBAM achieved the highest 
segmentation accuracy with mask mean Average Precision (mAP) @0.5 of 0.820 
(0.4% improvement), while ECA provided the most parameter-efficient en-
hancement, improving box precision by 3.5% with only 41 additional parame-
ters. SKA excelled in recall performance, achieving 0.724 (1.0% improvement), 
valuable for comprehensive building crack detection. All variants maintained 
practical deployment feasibility, supporting real-time building inspection ap-
plications. The findings confirm that attention mechanism integration offers an 
effective approach to enhance YOLOv8 for building crack detection, providing 
empirical evidence for attention module selection based on specific deploy-
ment constraints and supporting the development of more reliable automated 
building inspection systems. 
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methods can typically detect cracks only at the later stages of the degradation process, not in the early 
stages [5]. This limitation highlights the necessity for automated, early-stage detection approaches. 

Recent advances in deep learning and computer vision have enabled automated crack detection and 
segmentation with high accuracy, significantly improving inspection efficiency [6-8]. Among these, You 
Only Look Once version 8 (YOLOv8) is an advanced object detection and segmentation framework 
known for its real-time performance and robust feature extraction capabilities [9]. However, while 
YOLOv8 excels at general-purpose segmentation [10], it struggles to achieve sufficiently high accuracy 
when dealing with small cracks, irregularly shaped cracks, and partially obscured cracks [11]. More spe-
cifically, three key limitations persist: firstly, even though YOLOv8 is quite effective in terms of real-time 
performance, efforts to enhance accuracy increase the cost of computation [12], secondly, at deeper layers 
of networks, fine features in the crack image are lost [13], lastly, YOLOv8 is trained with bounding-box 
and coarse mask supervision in mind; however, crack segmentation needs pixel-level accuracy, which 
the model does not have [14, 15]. 

This has led to the necessity to optimize the YOLOv8 model in crack detection by making 
changes to the architecture. Although these techniques demonstrate the potential of attention mod-
ules to enhance feature representation, their role in the recent YOLOv8 architecture is under-re-
searched, particularly concerning segmentation. 

The research question that this research aims to answer is to what extent can the incorporation 
of attention mechanisms in the segmentation head and backbone of YOLOv8 be used to both in-
crease the accuracy and robustness of crack segmentation and to keep the speed of real-time infer-
ence constant? This question not only explores the architectural implications of integrating attention 
modules with YOLOv8 but also explores performance trade-offs between computational efficiency 
and segmentation quality in crack detection scenarios. The contributions of this work are mainly 
three parts. Firstly, the enhancement of crack segmentation performance of the YOLOv8 by integrat-
ing multi-scale attention modules. Secondly, benchmark crack segmentation datasets were evalu-
ated thoroughly to observe the accuracy and the inference speed. Thirdly, evaluation of the impact 
of each attention mechanism, which would be useful in future studies on real-time detection of de-
fects. 

This research closed this gap between the current state of the art object detection structures and 
the requirements of the particular structure monitoring applications by improving the performance 
of the YOLOv8 on fine-grained segmentation tasks.  

The remainder of this article is organized as follows. Section 2 reviews related work on crack detec-
tion methods, deep learning-based segmentation, and attention mechanisms. Section 3 describes the pro-
posed YOLOv8 architecture with integrated attention modules. Section 4 presents the results and the 
evaluation metrics. Section 5 reports and discusses the results, including precision, viability, and integra-
tion. Section 6 concludes the paper with a summary of findings and directions for future research. 

2. Literature Review 
This review focuses on using the attention module to improve YOLOv8 for crack segmentation. The 

model is known for its speed and accuracy, but with small and obscured cracks, it struggles. In this paper, 
the YOLOv8 architecture was optimized with the use of Integrated Attention Modules to improve the 
accuracy of the YOLOv8 model, especially for little cracks, irregularly shaped, and obscured cracks. 

Traditional techniques and conventional methods, including manual inspection, sensor-based 
observation and image processing techniques, have been mentioned as inefficient, expensive, sub-
jective and weaker in a complicated background [16]. In contrast to that, deep learning models like 
YOLOv8 are already presented as providing novel, effective, precise, solid, and less biased models for 
crack detection and segmentation [17]. Cracks are often not symmetrical in their design and have differ-
ent magnitudes, making it difficult to focus on and adequately analyse the important regions by models 
[18]. This implies that YOLOv8 performs well on more noticeable structural defects, but its efficiency and 
speed are lacking for finer details. Models struggle to distinguish actual cracks from pseudo-cracks like 
water stains, shadows, or surface textures [19]. 

High-precision models require substantial computational demand, resulting in large model sizes and 
slow detection speeds, hence constraining their utility in real-time scenarios. When tasked with detecting 
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irregular, fine, or small cracks in diverse and challenging environments, achieving high accuracy often 
necessitates a more complex model, which can lead to larger sizes and slower inference [20]. Even 
YOLOv8n, the smallest variant, which can be said to be very lightweight, uses numerous standard con-
volutions and cross stage partial – fast (C2f ) modules. While these contribute to accuracy, they can reduce 
running speed and increase the number of parameters in the model [21]. 

The use of attention mechanisms is a welcome change from YOLOv8 due to the fact that the model 
will learn to focus on the most important features in an image, whilst ignoring the irrelevant noise and 
background interference. This "smarter" processing directly addresses the issues of large model size and 
slow detection speed by improving efficiency and accuracy without necessarily inflating the model’s com-
putational footprint proportionally.  A study by Dong et al. [22] incorporated the Biformer attention mech-
anism to enhance the capacity of the network to process objects of different scales, successfully attaining 
both the global and local features. This enabled the model to have improved perception of cracks at var-
ious magnifications and concentrate on the areas of the pavement that are of concern, thereby increasing 
visual performance. By selectively emphasizing important features, it reduced the need for the model to pro-
cess all information equally, making it more efficient. The similarity attention module (SimAM) mecha-
nism is a significant enhancement because it’s parameter-free.  A study by Cao et al.  [23] optimizes feature 
responses to human visual attention with the simulation of human visual attention to enable the model 
concentrates on important crack features (particularly thin and low-contrast) and to inhibit background 
noise without adding any learnable parameters. This benefits directly in terms of the complexity of the 
model and computational load, and enhances detection accuracy and robustness. 

In a study by Zhang et al. [11], convolutional block attention module (CBAM) was added to make 
the model more sensitive to small cracks by giving greater attention to both channel and spatial repre-
sentations. It automatically allocates weights to reject the critical features and suppress the redundant 
information. While CBAM involves learnable parameters that can add computational overhead, its inclu-
sion is often paired with other lightweight strategies to achieve an overall balance. The large separable 
kernel attention (LSKA) module has been explicitly structured to find the presence of surface cracks and 
local features with emphasis on the shape of the cracks and adaptation to features such as brittle cracking 
and long shapes. More importantly, it does it by breaking large 2D convolution kernels into stacked 1D 
kernels, which reduces computation and memory spent relative to large kernel attention [12]. The triplet 
attention (TA) module is also added to the neck network to combine the context information and enhance 
the target representation and minimize the background interference, without compromising the compu-
ting efficiency [10]. 

The parameter-free mechanisms, such as SimAM, have a direct impact on lighter models and faster 
inference because they enhance feature quality without incurring overheads [11]. LSKA also directly re-
duces computation and memory. This facilitates deployment on resource-constrained devices or in real-
time applications. In summary, attention mechanisms help YOLOv8 overcome its limitations regarding 
model size and speed by making the network more intelligent and selective in its feature processing. They 
enable the model to achieve higher accuracy and robustness, especially for challenging crack detection tasks, 
either by introducing little to no additional computational burden (e.g., SimAM, LSKA) or by ensuring that 
the extra complexity is justified by making the extracted features more useful and focused (e.g., Biformer, 
CBAM, Multi-Head Self-Attention, TA). 

Finding methods of integrating attention mechanisms into deep learning architectures to detect 
cracks and structural defects has been a research focus within the scope of improved feature discrimina-
tion in deep, noisy backgrounds, where cracks are thin, irregular, and usually low-contrast. The studies 
below illustrate the application of various attention techniques in diverse crack detection structures and 
applications. 

Cui et al. [24] proposed an Attention U-Network (Att-UNet), an improved fully convolutional net-
work that incorporates an attention gate module into the standard UNet encoder-decoder architecture 
for end-to-end pixel-level crack segmentation. The attention gate module enabled the network to focus 
on critical crack regions, suppress irrelevant activations, and effectively extract multi-scale crack features. 
Evaluated on concrete crack images, Att-UNet outperformed both fully convolutional network and UNet 
across all test conditions in terms of accuracy, precision, and F1-score, while also demonstrating better 
generalization ability. This work established attention-gated skip connections as a powerful design choice 
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for crack segmentation tasks. Qu et al. [25] proposed a crack detection algorithm for concrete pavement 
that combines an encoder-decoder structure with Residual 2-stage Network (Res2Net) modules, attention 
mechanism integration, and cascade-parallel dilated convolutions. The attention mechanism in the en-
coder enabled fast focus on crack regions, while dilated convolutions enlarged the receptive field without 
reducing feature map resolution. The end prediction was a fusion of multi-scale side outputs of a feature 
pyramid decoder. Optimal dataset scale, optimal image scale, and average precision were tested and 
found to be worse than the method to be tested, using various datasets (public crack) of interest. 

The research conducted by Xu et al. [26] dealt with the issue of the scarcity of training data in con-
trolling dam crack detection by introducing the concept of community evolutionary generative adversar-
ial network, which is set to enable the expansion of the crack image dataset by synthesizing features to 
improve its content, suggesting augmented feature-based RCNN (AF-RCNN), an extension of Faster-
RCNN that adds an attention mechanism to the crack detection module to give proposal boxes containing 
crack targets adaptive weights and combine high-confidence candidates. AF-RCNN resulted in 81.07% 
mAP on the extended dam crack dataset, which is 8.39% higher than the original faster-RCNN baseline. 
Junhua et al. [27] introduced an automatic pavement crack detection algorithm that is based on YOLOv5, 
which includes attention modules and is aimed at detecting small pavement cracks in real-time. It tested 
several connection settings and discovered that YOLOv5-CoordAtt had the greatest accuracy of 95.27% 
with self-built data gathered in one of the Chinese cities called Linyi, and compared to the traditional 
image processing system, as well as other deep learning systems in different settings. This paper has a 
direct connection to the current project since it shows the efficiency of integrating attention modules into 
the YOLO architecture family in the detection of pavement cracks. 

Jiang et al. [28] developed a two-step attention classification-and-segmentation network to detect the 
micro-crack anomaly in cells of photovoltaic modules. The classification network utilized transfer learn-
ing and deep supervision to forecast the probability of anomaly, and the segmentation network adopted 
the M-shaped encoder-decoder architecture with an internal attention unit to reduce background noise 
and increase micro-crack feature detection. The attention module was found to be very effective in in-
creasing the accuracy of the classification and segmentation. The model was able to learn effectively on a 
small batch of labelled samples with an accuracy of 100.0% and an F1-score of 0.541 on real PV electrolu-
minescence images. Jing et al. [29] created a model named attention residual U network, which is a road 
crack detector network that incorporates the use of CBAM in the encoder and decoder levels of UNet. 
The CBAM module that was used on both channel and spatial dimensions enabled the model to derive 
global and local detail information simultaneously. The basic block connections that were not necessary 
to replace the normal convolutional layers were done to prevent gradient vanishing as the depth in-
creases, and the input-output CBAM feature connections lengthened the feature transmission path. The 
model was tested on the DeepCrack dataset, the crack forest dataset, and a custom road image dataset, 
where it showed better results with respect to the existing deep learning techniques and a higher level of 
integrity of the crack extraction. 

Guo et al. [30] introduced a semantic segmentation network with a transformer to detect pavement 
cracks based on swin transformer as an encoder and UperNet with an attention module as a decoder. The 
hierarchical Swin Transformer architecture allowed the model to capture both the global and long-range 
semantic characteristics of pavement cracks due to the weakness of convolutional neural networks 
(CNNs), which lose information due to successive convolutions. Fine crack detail was retrieved by the 
attention module in the decoder; thus, fine and thin cracks could be accurately detected even when the 
conditions were noisy. The proposed model had the highest mF1 and mRecall scores at 0- pixel tolerance 
when compared with six semantic segmentation models of three public pavement crack datasets. A study 
by Liu et al. [31] proposed a Crack Transformer network, which is able to effectively utilize the trans-
former-style attention mechanisms to search for subtle crack patterns in order to perform fine-grained 
crack detection. Also, Jiang et al. [32] conducted a study that introduced attention mechanisms in 
every encoding skip-connection to attenuate the background noise and increase the clarity of the 
edges of the crack. On a similar note, Lin et al. [33] investigated the application of the attention mech-
anism to the YOLOv5 model, and this led to the detection of pavement cracks being improved.  
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Although there has been substantial progress in automated crack detection using the application of 

deep learning models like YOLOv8, there is a significant research gap in solving the difficulties that con-
front the detection of small and irregular shapes of cracks, as well as partially obscured cracks, on differ-
ent structural scenarios. Conventional applications of YOLOv8 typically face challenges of preserving 
high pixel-level accuracy because features are lost in lower network layers, and this may result in a lower 
detection accuracy. In addition, research conducted so far has not paid much attention to the possibility 
of having attention mechanisms to make feature representation successful without putting too much of 
a load on the model in terms of computational load. Although certain studies have examined the problem 
of attention modules integration into the framework of different deep learning models, not a single study 
has conducted dedicated research to support their particular role in crack detection in the YOLO frame-
work. This paper seeks to address this gap by thoroughly incorporating several attention modules into 
YOLOv8, examining their effect on crack detection, segmentation, and computational efficiency. Through 
this, we offer an in-depth discussion of how personalized attention systems may contribute to the en-
hancement of traditional detection systems and, eventually, lead to the creation of a more powerful au-
tomated system to monitor buildings and their safety conditions. 

This paper has optimized the YOLOv8 architecture by using the integrated attention modules to 
enhance the accuracy of the YOLOv8 model, particularly on small cracks, irregular cracks and blurred 
cracks. 

3. Materials and Methods 
3.1.  Data Collection 
The dataset was created by combining three sources to cover various crack types and imaging con-

ditions. The first source was custom data collected through web scraping from public repositories and 
structural inspection sites. The second and third sources were established Roboflow datasets: Crack-De-
tection-5 and Crack-4. Initial collection totaled 22,627 images with 32,824 annotations: Crack-Detection-5 
(6,908 training, 1,924 validation, 987 test), Crack-4 (6,680 training, 1,845 validation, 923 test), and custom data 
(3,102 training, 129 validation, 129 test). 

 
3.2.  Data Preprocessing 
The quality of the dataset was ensured through manual filtering. Pictures that contained distinct 

surfaces of concrete that had visible cracks were retained, and pictures with invalid tags, low resolution, 
or incorrect tags were removed. Dataset merging required careful manual selection to combine the three 
sources while removing duplicates and maintaining variety across different crack patterns and lighting 
conditions. All annotations were standardized to YOLOv8 format with consistent class mapping (crack = 
class 0). The image of the dataset used is shown in figure 1. 

 

 
Figure 1: Sample of the dataset. 
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   3.3.   Data Augmentation 

Data augmentation varied by source. The Crack-Detection-5 and Crack-4 datasets were obtained with 
pre-applied augmentations. For the custom scraped data, the Roboflow platform handled preprocessing, 
including auto-orientation correction and resizing to 640×640 pixels. Augmentation generated 3 outputs 
per training example using horizontal and vertical flips, rotations between -15° and +15°, brightness and 
contrast adjustments (factors 0.8 - 1.2), and grayscale conversion applied to 25% of images to simulate 
different lighting conditions. 

 
3.4.   Dataset Split and Validation 
The final dataset contained 13,169 images with 19,386 crack annotations after filtering and manual 

curation. Data was split into 10,000 training images (14,640 annotations), 2,053 validation images (3,037 
annotations), and 1,116 test images (1,709 annotations). Manual validation checks ensured no duplicates 
existed across splits, consistent class distribution, and proper image-annotation correspondence. All pre-
processing and conversion scripts were documented for reproducibility. 

 
3.5. Base YOLOv8 Architecture 
3.5.1.  YOLOv8 Segmentation Framework 
YOLOv8 was selected as the base architecture for its unified framework supporting both object de-

tection and instance segmentation tasks within a single model [34]. Its architecture is anchor-free, which 
directly regresses centres and sizes of objects, making it easier to detect than anchor-based approaches. 
The framework consists of three primary components: a CSPDarknet53 backbone for hierarchical feature 
extraction [35], a feature pyramid network (FPN) with path aggregation network (PAN) neck for multi-
scale feature fusion [36], and dual prediction heads for simultaneous detection and segmentation outputs. 

The backbone progressively extracts features at multiple scales through a series of convolutional 
blocks with residual connections, producing feature maps at 1/8, 1/16, and 1/32 of the input resolution. 
The neck component combines these multi-scale features through top-down and bottom-up pathways, ena-
bling effective detection of cracks ranging from fine hairline patterns to larger structural damage. The 
detection head predicts bounding box coordinates, object- ness scores, and class probabilities, while the 
segmentation head generates pixel-level masks for precise crack boundary delineation [37]. 

The unified loss function, 𝐿𝐿𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡  combines three components as shown in equation 1 [38]: 
 

𝐿𝐿𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 = 𝐿𝐿𝑐𝑐𝑐𝑐𝑐𝑐 + 𝐿𝐿𝑏𝑏𝑏𝑏𝑏𝑏 + 𝐿𝐿𝑠𝑠𝑠𝑠𝑠𝑠                                                            (1) 

 
where 𝐿𝐿𝑐𝑐𝑐𝑐𝑐𝑐 represents classification loss using binary cross-entropy for crack/non-crack discrim-

ination, 𝐿𝐿𝑏𝑏𝑏𝑏𝑏𝑏denotes bounding box regression loss computed using complete intersection over union 
(CIoU), and 𝐿𝐿𝑠𝑠𝑠𝑠𝑠𝑠 represents segmentation loss calculated through binary cross-entropy at the pixel 
level. 

 
3.6.  Baseline Model Configuration 
The YOLOv8n real-time object detection model series has several hyperparameters that can be 

optimised to enhance the performance of the model. The batch size is one of the more important 
parameters among them, with a default setting of 16 or 32, although it can be changed depending on the 
available memory in a graphics processing unit (GPU). It is possible to have larger batch sizes to increase 
the quality of gradient estimates, but this could come at the cost of increased memory usage and training 
time. The epochs determine the number of times that the entire training data will move through the 
model, and the default value typically runs to 100 or 300 epochs. Adaptive adjustments can be adjusted 
according to the rate of convergence of loss or validation accuracy, and early stopping can be used when 
the performance is not improving, hence promoting efficiency in the training. 

Another critical hyperparameter is the learning rate, and its default value is usually 0.001, although 
0.01 or 0.0001 can be used. Adaptive techniques, like the use of learning rate schedules, such as step 
decay, exponent decay or cyclical learning rates, can also boost model performance highly. The use of 
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warm-up methods of learning at the start of training and progressive decrease throughout the training 
process can further optimise results. 

Finally, the dropout rate, which is defined between 0.0 and 0.5 depending on the model structure 
and task difficulty, is frequently 0.2. This parameter is also to be adjusted depending on the performance 
of the validation of the model. When there is a suspicion of overfitting, e.g. training and validation 
accuracy are high, one can increase the dropout rate, which can enhance the capacity of a model to 
generalise. All in all, proper hyperparameter management enables practitioners to improve the accuracy, 
robustness, and performance of the YOLOv8n model in a number of object detection tasks, thereby 
matching model training to the available computer resources and dataset. 

The control experiments used YOLOv8n (nano variant) and 3,263,811 parameters and 11.5 giga float-
ing point operations per second (GFLOPs) of computational complexity. This has been chosen as a 
lightweight implementation to trade off model capacity versus computational efficiency to allow a clear 
fault to consider the contributions of attention mechanisms without introducing undue complexity to the 
baseline. The model structure has 151 layers that are arranged into a backbone-neck-head architecture, 
where the depth of feature extraction of (64, 128, 256, 512) channels was deployed through the four 
primary stages. Standardisation of input preprocessing converts images to 640640 pixels with the use of 
letterboxing to preserve aspect ratios, and then normalises them in the [0, 1] range. The model 
initialisation uses common objects in context (COCO) pre-trained weights, where learned representations 
are used in identifying edges and texture, which can be transfer-learned to identify cracks. The last 
classification layer was changed to 80 COCO classes to a single-class crack detector (nc=1), and the 
dimensions of the output tensors were also changed accordingly. 

 
3.7. Attention Module Integration 
3.7.1. Selected Attention Mechanisms 
Five attention mechanisms were selected for integration based on their proven effectiveness in 

computer vision tasks and computational feasibility for crack segmentation applications. The selection 
criteria prioritized mechanisms that address different aspects of feature enhancement: channel-wise 
recalibration, spatial feature refinement, and multi-scale feature integration. 

a. Convolutional Block Attention Module which was presented in figure 2, was selected due to 
its dual-pathway design, which is a combination of channel and spatial attention methods. 
CBAM uses channel attention to decide what to attend to, and then spatial attention to decide 
where to attend to. It is especially appropriate in crack detection, where the importance of fea-
tures and the localization of the position of the feature is of the essence. The lightweight nature 
of the module imposes very little computational burden but gives it a wide coverage in terms of 
attention [39]. 

  
Figure 2: Architecture of the Convolutional Block Attention Module using channel attention and spatial attention to refine input 

feature maps [11]. 
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b. Global Attention Mechanism reduces information loss during feature processing by preserv-

ing both spatial and channel information. Figure 3 shows the global attention mechanism 
(GAM) architecture; unlike traditional attention methods that compress spatial dimensions, 
GAM maintains the complete spatial structure while enhancing important features. It uses a 
three-dimensional attention map that considers spatial positions and channel relationships 
simultaneously. This comprehensive approach is valuable for crack segmentation as it preserves 
fine spatial details that are essential for detecting thin crack boundaries while maintaining global 
context awareness. 

 

Figure 3: Architecture of the Global Attention Mechanism (GAM) that compress spatial dimensions and preserves complete spatial 
and channel information by applying a three‑dimensional attention map [24]. 

c. Efficient Channel Attention illustrated in figure 4, offers a lightweight method for channel at-
tention without dimensionality reduction. Efficient channel attention (ECA) produces channel 
attention weights with a one-dimensional convolution across channels, as opposed to the com-
putational expense and possible loss of information of fully connected channel attention layers 
applied with other channel attention algorithms. It is efficient and effective because the mecha-
nism utilises adaptive kernel sizes depending on the channel dimensions, making it useful in 
crack detection applications, where computational resources might be constrained [40]. 

 

 
Figure 4: Architecture of the Efficient Channel Attention (ECA) module that generates channel attention weights using a fast 

one‑dimensional convolution of size *k*, where *k* is adaptively determined by the channel dimension [40]. 
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d. Selective Kernel Attention uses several convolutional kernels that have varying receptive fields 

and selectively pools the results, using attention weights learned. This multi-scale scheme allows 
the model to intelligently switch attention to the fine hairline cracks, reacquiring small 
receptivity fields to the large-scale structural destruction of large regions. The combination 
mechanism is selective and maximises feature extraction with different morphologies of cracks 
[41]. Figure 5 illustrates the SK architecture. 

 

Figure 5: Architecture of the Selective Kernel Attention (SK) module that employs multiple parallel convolution branches with 
different kernel sizes to capture multi‑scale receptive fields [41]. 

e. The Spatial Attention mechanism is entirely devoted to the enhancement of spatial features, as 
it generates spatial attention maps indicating the area of critical spatial features and inhibits the 
irrelevant background area [42]. The spatial attention (SA) architecture is represented in figure 
6. In the case of crack segmentation tasks, this localized focus of attention assists the model to 
focus on the localization of cracks and disregard the complicated background texts that would 
otherwise lead to false positive identification. 

 

 
Figure 6: Architecture of the spatial attention (SA) module that generates a spatial attention map by applying average and max 
pooling operations along the channel axis, concatenating the resulting feature descriptors, and passing them through a convolu-

tional layer followed by a sigmoid activation [30]. 

3.7.2.  Integration Strategy and Placement 
The attention module integration framework was systematically designed to optimize feature en-

hancement across the YOLOv8 architecture while preserving computational efficiency and architectural 
integrity. The strategic placement of attention mechanisms follows a multi-level integration approach 
that leverages the hierarchical nature of CNNs to maximize representational capacity at critical feature 
processing stages. 

a. Hierarchical Integration Architecture: The integration strategy employs a three-tier place-
ment methodology encompassing backbone, neck, and head regions. Within the backbone 
structure, attention modules are strategically positioned after key feature extraction blocks 
at scales P3, P4, and P5, corresponding to feature map resolutions of  𝐻𝐻

8
× 𝑊𝑊

8
, 𝐻𝐻
16

× 𝑊𝑊
16

and 
𝐻𝐻
32

× 𝑊𝑊
32

 , where H and W are the input height and weight, respectively. This placement ena-
bles attention-guided feature learning during the fundamental representation extraction 
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phase, where attention mechanisms can identify and amplify discriminative features while 
suppressing irrelevant information. The mathematical formulation for backbone attention 
integration is expressed as in equation 2 [11]: 

                   𝐹𝐹𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏
(𝑖𝑖) = 𝒜𝒜𝒾𝒾 �𝐶𝐶2𝑓𝑓(𝑖𝑖)�𝐹𝐹(𝑖𝑖−1)�� + 𝐶𝐶2𝑓𝑓(𝑖𝑖)�𝐹𝐹(𝑖𝑖−1)�                                                          (2) 

where Ai represents the attention function at layer i, C2f(i) denotes the C2f block operation, and 
the residual connection ensures gradient flow preservation, 𝐹𝐹(𝑖𝑖−1) represents the input feature map 
from the previous layer 

b. Multi-Scale Neck Enhancement: Neck-level integration targets the FPN and PAN compo-
nents, where multi-scale feature fusion occurs. Attention modules are incorporated immediately 
following feature concatenation operations at resolutions corresponding to P3 and P4 levels. 
This placement strategy allows attention mechanisms to refine fused multi-scale representa-
tions, enhancing the semantic consistency across different resolution levels. The attention-en-
hanced feature fusion process is mathematically represented by equation 3 [27]: 

                      𝐹𝐹𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛
𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓 = 𝒜𝒜𝓃𝓃ℯ𝒸𝒸𝒸𝒸�Concat�𝐹𝐹𝑢𝑢𝑢𝑢,𝐹𝐹𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙��  + Concat�𝐹𝐹𝑢𝑢𝑢𝑢,𝐹𝐹𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙�                             (3) 

where Fup represents unsampled features, Flateral denotes lateral connections from the backbone, 
Concat�𝐹𝐹𝑢𝑢𝑢𝑢,𝐹𝐹𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙� combines the two features along channel dimension and 𝒜𝒜𝓃𝓃ℯ𝒸𝒸𝒸𝒸 is the feature refin-
ment. 

c. Computational Efficiency Considerations: The integration strategy incorporates computa-
tional efficiency as a primary constraint, with attention module placement optimised to balance 
representational enhancement against computational overhead. Early backbone placement pro-
vides maximal influence on downstream processing but incurs higher computational costs due 
to larger feature map dimensions. Conversely, neck-level placement offers targeted refinement 
with reduced computational burden while maintaining significant impact on final predictions. 
The total computational complexity introduced by the attention integration is quantified using 
equation 4 [28, 29]: 

FLOPs𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 = � (𝐶𝐶𝑖𝑖 × 𝐻𝐻𝑖𝑖 × 𝑊𝑊𝑖𝑖 × γ𝑖𝑖)
𝑖𝑖∈{𝑃𝑃3,𝑃𝑃4,𝑃𝑃5}

                                                        (4) 

where Ci, Hi, Wi represent channel, height, and width dimensions at scale i, and γi denotes the 
attention-specific computational coefficient 

d. Skip Connection Preservation: All attention module integrations maintain the original archi-
tectural skip connections through additive residual pathways. This design choice ensures train-
ing stability and prevents gradient vanishing while allowing attention mechanisms to provide 
additive refinement to existing feature representations. The residual formulation enables the 
network to learn when attention mechanisms should be active versus when original features are 
sufficient. The comprehensive integration strategy results in a total of six strategically placed 
attention modules: three in the backbone (layers 5, 8, 11), two in the neck (layers 16, 20), creating 
a balanced distribution that maximises feature enhancement across the entire architectural hier-
archy while maintaining computational feasibility for real-time applications. 

 
3.7.3.  Implementation Modifications 
Implementation of attention mechanisms required systematic modifications to the Ultralytics 

YOLOv8 codebase while maintaining compatibility with existing training and inference pipelines [12]. 
The conv.py module was extended with custom attention mechanism class definitions following 
PyTorch’s Module structure, with each attention module implemented as a standalone class featuring 
standardized forward pass interfaces for consistent integration across different network locations. Imple-
mentations included proper initialization methods, parameter counting, computational complexity cal-
culations, and configurable parameters for hyperparameter tuning specific to crack segmentation tasks 
[43]. 
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The tasks.py module was modified to register attention-enhanced architectures as new model vari-

ants, extending the existing model registry system to enable training using the standard. Ultralytics pipe-
line without requiring separate training scripts. Markup language configuration files were created for 
each attention mechanism variant, defining network architectures with specific attention module place-
ments, types, locations, and hyperparameters in a structured format that integrates with YOLOv8’s ex-
isting configuration system. This markup language-based approach enables easy experimentation with 
different attention configurations and systematic comparison of attention placement strategies [44]. 

Forward pass implementation carefully preserves feature map dimensions and tensor operations 
throughout the attention-enhanced network, with attention modules maintaining input-output dimen-
sion consistency to ensure seamless integration without requiring modifications to downstream compo-
nents [45]. Special attention was given to batch dimension handling and GPU memory efficiency during 
attention computations. The implementation includes comprehensive error handling and validation 
checks to ensure attention modules function correctly across different input sizes and batch configura-
tions, with integrated debug functionality enabling attention map visualisation and analysis to facilitate 
understanding of attention mechanism behaviour during crack detection tasks [46]. 

3.8. Experimental Design 
The experimental framework was structured to provide a systematic evaluation of attention mech-

anism effectiveness for crack segmentation through controlled comparison across multiple attention var-
iants. A baseline-first approach established performance benchmarks using the original YOLOv8 archi-
tecture, providing reference points for measuring attention mechanism improvements. Individual atten-
tion mechanisms were evaluated separately using identical training configurations, enabling identifica-
tion of optimal attention types and their specific contributions to crack detection performance. 

 
3.8.1.Training Configuration 
Every variant of the models, including the baseline YOLOv8 and attention-enhanced models, was 

trained using the same hyperparameters to compare them fairly and isolate the effect of attentional mech-
anisms. The training used AdamW optimiser and an initial learning rate of 0.002, a final learning rate 
factor of 0.1, and a weight decay of 0.0005. The setup used 60 training epochs and 3 warmup epochs, and 
a cosine learning rate schedule to bring about a smooth convergence. AdamW optimiser is created to 
stabilise the learning rate as well as to reduce the loss rate. 

Training was done in a batch size of 32, which was decided according to the memory limitation of 
the GPUs and the best convergence properties. Mosaic augmentation (turned off at epoch 15), random 
horizontal flips, small rotations, and photometric adjustments were also used as data augmentation. Each 
of the models was initialised with COCO pre-trained weights and had the last classification layer changed 
to a single-class detector of cracks. Fixed random seeds and consistent data loading procedures guaran-
teed deterministic training. 

 
3.8.2.  Evaluation Metrics 
Model performance was evaluated using standard object detection (Box) and instance segmentation 

(Seg.) metrics. For detection performance, mean average precision (mAP) was calculated at IoU thresh-
olds of 0.5 (mAP50), 0.75 (mAP75), and averaged across 0.5-0.95 (mAP50-95). Additional detection met-
rics included precision and recall to provide a comprehensive performance assessment. 

The performance of segmentation was measured by mask-based adaptation of the same metrics, in 
which the computation of IoU was done on pixel-wise predictions as opposed to bounding boxes. The 
main evaluation measure was mAP50 of the detection and segmentation problems because it offers the 
most feasible evaluation of any crack identification database. 

The complexity of models was used as a measure of computational efficiency based on the num-
ber of parameters, floating-point operations (FLOPs), and inference time per image. Convergence 
speed and final loss values were used to assess the usefulness of training. All measures were com-
puted on the training set, on validation and at the end evaluation on the test set, which was held out. 

http://doi.org/10.24017/science.2026.1.9


http://doi.org/10.24017/science.2026.1.9                   132  
3.8.3.  Hardware and Software Setup 
All experiments were conducted on Kaggle’s cloud computing platform using dual Tesla T4 GPUs 

with 15GB of memory each. The computational environment included Python 3.11.13, PyTorch 2.6.0 with 
CUDA 12.4 support, and Ultralytics YOLOv8 framework version 8.3.127. Mixed precision training was 
enabled to optimize memory usage and training speed. 

Attention mechanisms were included by systematic changes in the Ultralytics codebase: conv.py 
class definitions of custom attention modules, and integration of the training pipeline and YAML archi-
tecture specifications. The implementation had 5 strategically positioned attention modules: 3 in the back-
bone (layer 5, 8, 11) and two in the neck (layer 16, 20), with only slight computational overhead and 
architectural compatibility. The training made use of 8 dataloader workers who had fast access to images 
and automatic label verification. The dataset had 2053 validation images and 3,035 instances of cracks 
that offer strong coverage of evaluation. The deterministic training environments, the same data loading 
process and the systematic storage of checkpoints and results of the training ensured experimental re-
producibility. 

4.  Results 
4.1. Performance Improvement 
The heatmap performance coverage of the performance is depicted in figure 7, which shows im-

provement of the performance as compared to the base model. It demonstrates the clear pictorial depic-
tion of the role different attention modules play in improving the segmentation and detection measures. 
The ECA demonstrates the largest metric improvement, especially in segmentation and detection accu-
racy, where the improvement is found at 2.7 and 3.5 per cent, respectively. This is an indication that ECA 
has a great contribution to the object models' precision in categorizing and outlining in the segmentation 
task. As well, all the other modules, such as the SA, GAM and CBAM, show positive influences on the 
detection precision, whereas selective kernel attention (SKA) is negatively influential. Negative result 
was also recorded in the segmentation precision of GAM compared to the other attention modules, which 
had a positive result. The mAP50 of the detection and segmentation is showing a rather small increase in 
the case of SA, SKA and CBAM, but there was no increase in the mAP50 of GAM and ECA. This visuali-
zation shows the differences in the effectiveness of different attention mechanisms to construct crack 
segmentation. 

 
Figure 7: Performance improvement heatmap. 
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4.2. Computational Efficiency Analysis 
Table 1 is a detailed comparison of the different model configurations of YOLOv8 in terms of com-

plexity and efficiency of the model. As a starting point, the baseline YOLOv8 model, with 3,263,811 pa-
rameters, was used, and this serves as a point of reference when assessing the effects of other attention 
mechanisms. Increase of the YOLOv8 model with ECA has only achieved a small increase of only 41 
parameters, with the training time of 2.730 hours and inference time of 3.1 milliseconds. This indicates 
that the performance of ECA increases by a large margin at the expense of only a small complexity in-
crease. Conversely, the CBAM-augmented version of the model increases the number of parameters to 
49446, resulting in a training time of 2.743 hours and an inference time of 3.2 milliseconds. Likewise, the 
SKA version adds the number of parameters by 24,416 parameters, and the training and inference time 
are also very similar to that of CBAM. 

The SA model has a relatively small increase of 1,152 parameters with an inference time of 3.3 milli-
seconds and training time of 2.818 hours, which shows a possible complexity versus efficiency trade-off. 
Lastly, the GAM model has the most increased parameters of 66,580, which leads to the longest training 
time of 3.509 hours and the inference time of 4.2 milliseconds. GFLOPs is a measure of a computer's 
performance, specifically in tasks involving floating-point calculations. It is a measure of the number of 
billions of floating-point operations that the system can accomplish per second. The SKA and the ECA 
matched the baseline in terms of GFLOPs, whereas the other modules, CBAM, SA and GAM are 11.6, 
12.1 and 12.4, respectively. 

On balance, the table shows the trade-offs between increasing the complexity of models by using 
mechanisms of attention and the need to balance improvements in performance with computational ef-
ficiency. ECA is especially a beneficial option, where the complexity of GAM is too big a drawback to use 
it in situations where quick inference is needed.       

          
                 Table 1: Model complexity and computational efficiency analysis. 

     Model        Inference Time 
(ms)         

Parameters    Parameter 
Increase  

GFLOPs  Training Time (h)         

YOLOv8 (Baseline) 3,263,811                   - 11.5               2.631    3.1 

YOLOv8 + ECA 3,263,852 +41 (+0.001%) 11.5 2.730 (+3.8%)    3.1 (+0%) 
YOLOv8 + CBAM 3,313,257 +49,446 (+1.52%) 11.6 2.743 (+4.3%)    3.2 (+3.2%) 

YOLOv8 + SKA 3,288,227 +24,416 (+0.75%) 11.5 2.822 (+7.3%)    3.3 (+6.5%) 
YOLOv8 + SA 3,264,963 +1,152 (+0.04%) 12.1 2.818 (+7.1%)    3.3 (+6.5%) 

YOLOv8 + GAM 3,330,391 +66,580 (+2.04%) 12.4 3.059 (+16.3%)    4.2 (+35.5%) 

 
Figure 8 provides a comparison of the computational efficiency of different models and offers three 

primary metrics: the number of parameters, training time and the inference time. The number of param-
eters is also relatively similar in all of the models, with the lowest number of parameters recorded in the 
Baseline and ECA models at about 3.26 million parameters and the highest number is registered in the 
GAM model at about 3.33 million parameters (Figure 8a). This minor upgrading of the parameters to the 
GAM model could be associated with its better performance, as the heatmap above had shown, and the 
trade-off between the complexity of the model and its performance could then be justified. 

As shown in figure 8b, the models are also efficient in terms of training time, where the baseline and 
CBAM models have the lowest training time at about 2.7 hours, with the GAM model having the highest 
training time of about 3.0 hours. It means that GAM demonstrates better improvement in performance, 
though it is more expensive in terms of training time. Assessing the time of inference, the GAM model 
becomes the slowest at 4.2 milliseconds, as compared to the rest, which range between 3.1 and 3.3 milli-
seconds, as shown in figure 8c.  
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Figure 8: Comparative evaluation of attention mechanisms for computational efficiency. (a) Parameter count (in millions) for base-
line model and five attention modules, (b) Training time (in hours) required for each model configuration, (c) Inference time (in millisec-

onds) per sample for each model. 
 

4.3. Performance Metrics for Detection and Segmentation 
Table 2 displays a detailed comparison of the object detection of the various YOLOv8 models aug-

mented with various attention modules and the effects on the performance variables based on the object 
detection and object segmentation measures. The default YOLOv8 system demonstrates a medium level 
of performance in all metrics, with a precision of 0.846, a recall of 0.717, and a mAP of 0.836. The imple-
mentation of the ECA module leads to an increase of precision to 0.876, a slight decrease of recall to 0.709 
and mAP50 to 0.836.  The CBAM is also more effective than the baseline model, with a precision of 0.869, 
a recall of 0.713 and a mAP of 0.839, proving it to be successful in optimising attention on both channels 
and space. 

SKA module gives a slightly worse precision of 0.843, but gives the best recall of 0.724, mAP50 of 
0.837. The SA module attained a precision of 0.865, a recall of 0.709 and mAP50 of 0.837. The last signifi-
cant improvement compared to the baseline and other attention modules was the precision of 0.862, recall 
of 0.711, and mAP50 of 0.8366 obtained by the GAM. The comparison reveals that although all the atten-
tion mechanisms improve the performance of YOLOv8, GAM is always the best, and therefore, its ap-
plicability to maximise the accuracy of detection and segmentation can be assessed in practical cases. All 
the attention modules posted a better mAP50-95, except for GAM, which has the same mAP50-95 as the 
baseline model. 

                             Table 2: Performance metrics of YOLOv8 with attention modules (Detection). 

    Model Precision Recall     mAP50 mAP50-95 
YOLOv8 (Baseline) 0.846 0.717 0.836 0.685 

YOLOv8 + ECA 0.876 0.709 0.836 0.687 
YOLOv8 + CBAM 0.869 0.713 0.839 0.688 

YOLOv8 + SKA 0.843 0.724 0.837 0.685 
YOLOv8 + SA 0.865 0.709 0.837 0.682 

YOLOv8 + GAM 0.862 0.711 0.836 0.685 
Best Performance 0.876 0.724 0.839 0.688 

Improvement (%) +3.5 +1.0 +0.4 +0.4 
 

These segmentation results of the YOLOv8 models with several attention modules are significantly 
improved based on the major performance indicators, which are precision, recall, mAP50, and mAP50-
95, as observed in table 3. The YOLOv8 base model has a precision of 0.849 and recall of 0.709, resulting 
in a mean average precision (mAP50) of 0.817 and a mAP50-95 of 0.459. The introduction of the ECA 
module results in marginal enhancements, with precision rising to 0.872 and recall to 0.704, but the 

(a)                                                         (b)                                                      (c) 
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mAP50 remains unchanged. In contrast, the CBAM achieved a precision of 0.867 and a recall of 0.707, 
and an increase of mAP50 to 0.820. 

The subsequent attention modules, SA and SKA, yielded a precision of 0.871 and 0.867, and a recall 
of 0.701 and 0.699, respectively, pushing their mAP50 to 0.818 and 0.819. However, the GAM achieves a 
slightly lower Precision than baseline YOLO at 0.848, recall at 0.711, and an mAP50 at 0.817. The mAP50-
95 results showed an increase for all the attention modules, except GAM, which remains the same as the 
baseline YOLOv8. Overall, these results indicate a consistent trend of improvement across models, with 
the best performance showcasing a 2.7% increase in precision, a 0.3% increase in recall, a 0.4 % increase 
in mAP50 and a 1.1 % increase in mAP50-95 compared to the baseline model. This underscores the effec-
tiveness of attention mechanisms in enhancing segmentation performance in YOLOv8. 

Table 3: Performance metrics of YOLOv8 with attention modules (Segmentation). 

 

 
Table 4 demonstrates that all the models converged in the convergence points of 60 epochs, with 

divergences of 54-58 epochs showing that the optimization is not hindered by attention integration. The 
amount of GPU memory was also not an issue (6.12-6.76 GB of 15 GB used), and it was not close to the 
limit of the available training capabilities on the standard deep learning hardware that can usually be 
found in research facilities. 

                                   Table 4: Training performance summary across epochs. 

Model     Final Epoch Convergence Epoch GPU Memory (GB) 
YOLOv8 (Baseline) 60 54 6.12 

    YOLOv8 + ECA 60 57 6.22 
    YOLOv8 + CBAM 60 58 6.28 

    YOLOv8 + SKA 60 58 6.54 
    YOLOv8 + SA 60 57 6.53 

    YOLOv8 + GAM 60 58 6.76 
 

4.4. Comparative Performance Analysis 
Figure 9 provides a detailed comparison of various attention modules against a baseline in terms of 

performance metrics related to box detection and segmentation. The chart is divided into four quadrants, 
each representing different metrics namely box detection precision (Figure 9a), box mAP50 (Figure 9b), 
segmentation precision (Figure 9c), and segmentation mAP50 (Figure 9d). The ECA module stands out 
with the highest precision score of 0.876, significantly surpassing the baseline. CBAM follows closely, 
indicating that both modules are effective in enhancing box detection capabilities. Conversely, the SKA 
and GAM show lower performance, highlighting their limitations in this specific metric. 

The Box mAP50 quadrant reveals a similar trend, with ECA achieving the highest score of 0.839. The 
segmentation metrics also reflect this pattern, where ECA and CBAM perform well, while GAM and SKA 
lag behind. Notably, the segmentation precision and segmentation mAP50 metrics show that ECA con-
sistently outperforms other modules, reinforcing its effectiveness across multiple evaluation criteria. Ta-
ble 1 presents comprehensive performance metrics across all variants. This comprehensive comparison 
illustrates the strengths and weaknesses of each attention module, providing valuable insights for opti-
mizing model architectures in tasks related to object detection and segmentation. 

Model Precision Recall mAP50 mAP50-95 

YOLOv8 (Baseline) 0.849 0.709 0.817 0.459 
YOLOv8 + ECA 0.872 0.704 0.817 0.463 

YOLOv8 + CBAM 0.867 0.707 0.820 0.464 
YOLOv8 + SKA 0.867 0.699 0.818 0.462 

YOLOv8 + SA 0.871 0.701 0.819 0.462 
YOLOv8 + GAM 0.848 0.711 0.817 0.459 

Best Performance 0.872 0.711 0.820 0.464 
Improvement (%) +2.7 +0.3 +0.4 +1.1 
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Figure 9: Performance metrics comparison. (a) box detection precision, (b) box detection mAP50, (c) segmentation preci-
sion, and (d) segmentation mAP50. 

A more detailed performance comparison across a variety of metrics in a radar chart format has been 
provided in figure 10, and it enables a visual comparison of the performance of the various models, 
namely baseline, ECA, CBAM, SKA, SA and GAM with respect to various criteria: box precision, box 
mAP50, segregated precision, segmentation mAP50, and training speed. The performance of each model 
is determined by a specific shaded area that shows its strengths and weaknesses. An example is that 
CBAM also seems to be strong in detection mAP50, segmentation precision and segmentation mAP50, 
which means that it is strong at detecting and segmenting objects accurately; in addition, its training is 
also competitive. 

Figure 10: Multi‑metric performance profile of baseline YOLOv8 and its attention‑enhanced variants (ECA, CBAM, SKA, SA, and 
GAM). 

(a)                                                                                  (b) 

                (c)                                                                                (d) 
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4.5. Statistical Analysis of Results 
Statistical analysis, as shown in table 5, reveals consistent improvements across all attention variants, 

for the segmentation mAP50, the individual gains ranging from 0.000 (ECA, GAM) to 0.003 (CBAM). 
While seemingly modest, these improvements are meaningful given the strong baseline performance and 
challenging pixel-level segmentation task for building cracks with varying widths, orientations, and sur-
face contexts. More substantial gains emerged in precision metrics, with segmentation precision improve-
ments ranging from -0.1% (GAM) to +2.7% (ECA), demonstrating attention mechanisms' effectiveness in 
reducing false positives crucial for building maintenance decision-making. The low variance among 
mechanisms (σ² ≈ 0.000002) indicates robust improvements regardless of specific attention type, validat-
ing the integration methodology. The overall percentage score is between 6.2 % for ECA and 1.8 for GAM. 

 
Table 5: Performance improvement analysis over baseline. 

    Model      Box-P Box-mAP50      Seg-P Seg-mAP50 
Overall    

Score (%) 

YOLOv8+ ECA +0.030 (+3.5%) +0.000 (0.0%) +0.023 (+2.7%) +0.000 (0.0%)    6.2 
YOLOv8+ CBAM +0.023 (+2.7%) +0.003 (+0.4%) +0.018 (+2.1%) +0.003 (+0.4%)    5.6 

YOLOv8 + SKA -0.003 (-0.4%) +0.001 (+0.1%) +0.018 (+2.1%) +0.001 (+0.1%)    1.9 
YOLOv8 + SA +0.019 (+2.2%) +0.001 (+0.1%) +0.022 (+2.6%) +0.002 (+0.2%)    5.1 

YOLOv8+GAM +0.0016(+1.9%) +0.000 (0.0%) -0.001 (-0.1%) +0.000 (0.0%)    1.8 
 
The training convergence for the attention modules at various epochs for both the detection and 

segmentation mAP50 is shown in figure 11. All the models used in the detection mAP50 training curves, 
i.e., baseline, ECA, CBAM, SKA, SA, and GAM, have an upward trend in performance during training 
as a sign of successful learning, as shown in figure 11a. Likewise, the segmentation mAP50 training 
curves demonstrate that all the models have an upward trend with the epochs (see figure 11b). GAM is 
again the best with the highest mAP50 score, followed by ECA and CBAM, with the baseline model being 
the poor. These curves are smooth, and it means that the models are learning strongly without apparent 
overfitting. 

              Figure 11: Training curves against epoch. (a) box mAP50 curves (b) segmentation mAP50 training curves. 

5. Discussion 
This combination of attention in YOLOv8 to construct crack segmentation has proven that it can 

increase the detection and segmentation performance, and it confirms the hypothesis that the strategic 
placement of attention will improve feature representation to construct damage assessment. The investi-
gation offers empirical data on attention-based architectural adjustments in purveying health-inspecting 
applications in buildings, in addition to delivering some vital insights into performance-efficiency trade-
offs and deployment realities in the case of building inspections. 
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A striking finding is that ECA achieved the highest precision improvements (3.5% for detection, 

2.7% for segmentation) yet showed zero improvement in mAP metrics. This apparent paradox reveals 
how different evaluation metrics capture distinct performance aspects. ECA's substantial precision gains 
(0.846 to 0.876) indicate successful suppression of false crack detections through adaptive channel atten-
tion that emphasizes discriminative feature channels while suppressing noise-prone channels that re-
spond to non-crack surface features like water stains, paint irregularities, or surface textures common on 
building walls. mAP evaluates performance across multiple IoU thresholds, incorporating both precision 
and recall through the precision-recall curve. A model can improve precision without improving mAP, 
if recall decreases proportionally or if improvements occur only at specific confidence thresholds that 
don't substantially shift the overall curve [47, 48]. ECA's precision gains came with stable recall (0.717 to 
0.709), suggesting a precision-recall trade-off where reduced false positives were balanced by slightly 
fewer true detections.  

CBAM obtained the best segmentation performance, making it the best to use in pixel -level building 
crack delineation. This advantage can be attributed to the fact that CBAM is a dual-pathway sequential 
architecture that combats what to attend (channel attention) and where to attend (spatial attention) [49]. 
The initial step in channel attention is recalibration between the features, which models inter-channel 
dependencies and prioritizes crack-discriminative channels, as well as avoiding background texture on 
concrete surfaces, painted walls or tile patterns. These features are further processed by spatial attention, 
which focuses on informative spatial areas to emphasize the areas that contain cracks whilst ignoring 
non-important background details. 

The positive change in mAP at 0.5:0.95 by 1.1% shows higher performance at higher requirements 
of an accurate boundary prediction (Tighter thresholds). The boundary precision in CBAM is directly 
solved by attention mechanisms of the spatial attention that produces pixel-level attention weights, em-
phasizing the edges of cracks, resulting in a more accurate segmentation mask, which is important in 
crack width measuring and extent estimations, which are key parameters in building structural safety 
measurements and repair cost estimations. The middle-grade calculation cost is acceptable for an accu-
racy-critical building assessment. SKA got the best recall, which means it is better placed to detect differ-
ent building crack instances with its multi-scale receptive field technique. Simultaneous fine-grained lo-
cal patterns and larger contextual information are captured using parallel processing paths, each with 
different kernel sizes, and attention-weighted fusion varies receptive fields according to the characteris-
tics of the crack [36]. This is the reason why SKA has an advantage over recalls, which can identify the 
scene that fixed-receptive-field methods fail. This can detect cracks that the fixed-receptive-field methods 
do not detect because of scale mismatch, which is actually useful when dealing with buildings where 
hairline surface cracks exist on facades, and larger structural damage occurs in load-bearing walls and 
columns. The recall enhancement is accompanied by a minor reduction in precision, which signifies a 
coverage-over-selectivity trade-off that would be useful in safety-critical building inspection, where 
structural defects would be missed, and this could endanger occupant safety. 

The range of parameter efficiency of the tested attention mechanisms is 1,600-fold; GAM parameters 
are 66,580 compared to ECA 41 parameters. The outstanding efficiency of ECA is based on its parameter-
free adaptive channel attention by the one-dimensional convolution with adaptive kernel blocks, without 
connected layers and dimensionality reduction [50]. The result shows that 41 parameters yield a 3.5 per 
cent increase in precision, suggesting that assumptions of parameter budgets needed to get mean-signif-
icant gains are invalid, with much deeper implications for the usage of portable building inspection cam-
eras with limited memory and computing capabilities, including handheld inspection tablets or perma-
nent monitoring cameras on buildings. 

On the other hand, the number of 66,580 parameters generated by GAM did not bring any significant 
gains, which may indicate too large a model capacity to build the complexity of the crack detection task. 
This brings in a principle of sufficient capacity: attention mechanisms must have just enough representa-
tional power to represent task-relevant discriminations, and more power is of diminishing value. In the 
case of crack detection, channel-level discriminations (which convolutional filters are sensitive to crack 
patterns and not to wall textures) seem to have low capacity (channel-level discriminations of ECA prove 
successful), and GAM might have too many parameters to spare for a task-specific crack detection atten-
tion pattern, and instead offer global attention across all dimensions. 
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Analysis of inference speed demonstrates that all variants are viable at real time, and processing 

times of 3.1-4.2ms per image will translate to 238-323 frames per second, which is much more than the 30 
fps needed to build inspection applications. ECA has a zero inference overhead due to simple one-di-
mensional convolution operations, whereas CBAM has 3.2% inference overhead due to efficient dual 
attention computation. Even the 35.5% overhead of GAM has real-time capability at 7.9x of 30 fps re-
quirements, with 7.9x speed margin to preprocessing and post-processing operations common in build-
ing inspection processes. 

The overhead in terms of one-time training costs is acceptable since the percentage of training time 
is up by 3.8-16.3. All attention-enhanced variants converged at similar convergence points within the 
assigned 60 epochs, which means that attention integration does not hamper the optimization. This con-
firms the residual integration approach, which simultaneously conserves the original feature pathways 
but enables attention mechanisms to offer additional refinements [51]. The amount of memory used by 
GPUs was not near the limits of consumer-grade GPUs (6.12-6.76 GB out of 15 GB) and therefore could 
be trained on consumer-grade GPUs typically found in research buildings and structural engineering 
departments in most cases without the need to have specialized high-performance computing support 
[52]. 

Attention mechanism characteristics have a wide range of values and thus are selected based on the 
needs of deployment, depending on the context [53, 9]. When deploying to mobile/edge, with resource 
constraints, ECA gives the best parameter efficiency as well as no inference overhead with a significant 
precision improvement. Its low computational footprint allows it to be deployed on embedded platforms, 
mobile robots, and drone platforms, with very little memory and processing bandwidth, and precision 
increases the rate of false alarms and the unnecessary site inspections. 

CBAM achieves peak segmentation performance when the precision of analysis plays a major role 
in the performance of offline analysis, and the processing time is not crucial to the detection accuracy. 
The intermediate computational burden is acceptable in personal processing of the collected inspection 
images in batch processing. The ability of CBAM to provide high boundary accuracy makes it one of the 
most reliable in the measurement of crack extents to aid the judgment of the damage and repair strategies. 
In balanced general-purpose applications, SA provides an efficient tradeoff between good precision at 
low parameters, giving a middle-ground solution appropriate in general infrastructure monitoring, 
where neither extreme efficiency nor maximum accuracy is the main limiting factor. 

The strength of this research is its ability to provide a systematic and comparative appraisal of the 
five attention mechanisms (CBAM, ECA, SKA, SA, GAM) that are incorporated into YOLOv8. Through 
evaluation of the various attention designs under an identical baseline architecture and quantification of 
the various aspects of performance, the study offers subtle insights into trade-offs, with CBAM being the 
most effective in terms of enhancing mask accuracy, whereas ECA is the least parameter-efficient. The 
generalizability of the study to the YOLOv8 setting and selecting modules according to the particular 
deployment limitations (accuracy vs. compute vs. recall) is improved using this comparative approach. 
Nonetheless, the research has its limitations, which define the future work opportunities. Others are small 
and some negative, which might be close to experimental variance and so need extensive validation; and 
improvements on building-crack data may not be extrapolated to other defect types or imaging condi-
tions without cross-domain testing, but issues of inference latency and parameter numbers have been 
reported, details of long-term field trials are scarce and practical control issues (such as in adverse light-
ing, heavy occlusion or using an UAV) are important next steps. 

6. Conclusions 
This study demonstrates that integrating attention mechanisms into the YOLOv8 architecture mean-

ingfully enhances the model’s ability to detect and segment building cracks. By systematically evaluating 
several attention modules within the same framework, the work shows that attention can strengthen 
feature representation, mitigate information loss in deeper layers, and improve detection of small, irreg-
ular, and partially obscured defects—without undermining real-time deployment feasibility. The com-
parative results offer clear guidance for practitioners: different attention designs present distinct trade-
offs, enabling informed selection based on priorities such as segmentation fidelity, detection complete-
ness, or parameter efficiency. 
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While the findings validate the utility of attention modules for crack inspection, they also highlight 

the need for further validation and refinement. Broader testing across diverse datasets, detector back-
bones, and imaging conditions will help confirm robustness and generalizability. Additional ablation 
studies on module placement and hyperparameter tuning could refine integration strategies and uncover 
further performance gains. Practical deployment factors—such as memory and energy use on edge de-
vices, training resource demands, and behavior under adverse environmental conditions—warrant 
deeper investigation, as do long-term field trials to assess operational reliability and maintenance im-
pacts. 

The research supports attention-enhanced YOLO models as a promising direction for automated 
structural-health monitoring. With continued optimization, cross-domain validation, and deployment-
focused evaluation, these approaches have the potential to improve inspection accuracy, reduce manual 
effort, and contribute to more efficient and reliable infrastructure maintenance practices. The study ad-
vocates attention-enhanced YOLO models as a good future of automated structural-health monitoring. 
As further optimization, cross-domain validation, and deployment-oriented testing are introduced, these 
strategies can lead to an increase in accuracy of the inspections, less manual work, and better, more effi-
cient, and effective infrastructure maintenance practices may be adopted. 
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